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ABSTRACT

Bidirectional video diffusion models denoise entire videos in parallel, yet when
trained on effectively unlimited in-distribution data from procedural generators,
continue to violate physical laws and simple symbolic rules. We introduce Serial-
to-Parallel Diffusion (S2PD), which performs autoregressive diffusion at high
noise before switching to parallel diffusion at low noise. The autoregressive phase
provides the serial computation needed to coordinate interdependent events and
produce valid state transitions while the parallel phase jointly refines the entire
video and reduces sampling time relative to fully serial generation. We imple-
ment S2PD with two architectures: a pixel-space diffusion transformer trained
from scratch and a pretrained video model adapted through LoRA fine-tuning
with causal attention. Across games, physical simulations, and real video, S2PD
follows rules more reliably than matched bidirectional baselines and generates
videos with greater temporal stability and sampling efficiency than other serial
methods.

1 INTRODUCTION

Bidirectional diffusion transformers such as Wan (Wan Team, P075) are widely used for large-scale
video generation. These models denoise all video tokens in parallel. Although these models achieve
high visual fidelity as measured by FVD (Unferfhiner_ef all, POTX) and VBench (Huang et all,
7024), multiple studies document morphing artifacts and violations of physical laws in their sam-
ples (Bansal'ef-all, 2076; Mofamed ef-all, P026). We discover a more puzzling result: bidirectional
video diffusion transformers continue to exhibit these failures even when trained on effectively un-
limited procedurally generated data from relatively simple simulations. Physical accuracy therefore
does not emerge from data scaling alone.

The Serial Scaling Hypothesis (Cin_ef-all, P076) offers a theoretical explanation. Liu et al. prove
that diffusion models remain in TC?, a class of computations with bounded sequential depth, even
with arbitrarily many denoising steps. For standard diffusion models, increasing model depth is the
only way to supply the serial computation some problems require. Videos can contain long chains
of causally dependent events. We hypothesize that bidirectional diffusion models, early in denoising
when the video’s overall structure is ambiguous, assign locally plausible but mutually incompatible
events to different space—time regions. Subsequent denoising sharpens these commitments without
reconciling them, leading to abrupt changes or invalid transitions.

Our solution is to let the model commit to structure serially by generating blocks of video tokens au-
toregressively. Concurrent work on the Seriality Gap (DiazChao ef all, P176) shows that autoregres-
sive generation with increasingly small block sizes reduces errors on colliding ball simulations. We
implement two autoregressive diffusion methods and demonstrate a similar pattern across a broad
range of games and simulations. We further adapt a large pretrained bidirectional video model for
autoregressive generation through LoRA fine-tuning (Huefall, 2077) on more complex simulations
and real video. On real video of a Rubik’s Cube, our models generate realistic hand—cube interac-
tions while maintaining a plausible cube state over time.

Finally, we introduce Serial-to-Parallel Diffusion (S2PD). Although autoregressive diffusion models
follow rules much better than bidirectional diffusion models, they are slow to sample and susceptible
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Figure 1: Serial outperforms parallel generation. Our method better preserves game rules, phys-
ical dynamics, and object consistency across all datasets. Red overlays localize errors in the gener-
ated samples.

to temporal instability and autoregressive drift (Huang et all, 2075). Autoregressive drift occurs
when generated content is used as context for generating more content later. Small prediction errors
accumulate, causing sampling and training distributions to diverge. S2PD divides sampling into two
phases, confining the autoregressive diffusion essential for logical consistency to the drift-resistant
high-noise regime, before refining the full sequence in parallel at low noise.

Our contributions are as follows:

* We introduce S2PD, which preserves the physical plausibility and logical consistency of
serial generation while improving sampling efficiency and temporal stability.

* We show that bidirectional diffusion violates physical and symbolic rules despite effec-
tively unlimited procedurally generated in-distribution data, whereas autoregressive diffu-
sion methods substantially reduce these errors.

* We provide datasets of games and simulations, along with automated evaluation metrics
for rule violations and physical accuracy. We have released all code, datasets, and model
weights.

2 RELATED WORK

Autoregressive generation. Video Diffusion Models (Ho“ef all, DO27) extends image diffu-
sion (Ho“ef"all, P020) to jointly denoise all video tokens in parallel. In contrast, autoregressive
video models generate tokens sequentially, using classification for discrete tokens (Yan'ef-all, POZT)
or diffusion for continuous tokens. Diffusion Forcing (Chen ef all, P074) achieves autoregressive
video diffusion by training a model to denoise independently noised frames. Self Forcing (Huang
efall, P079) points out that repeated autoregressive denoising leads to a training—inference distri-
bution mismatch and addresses this by also training on generated video. Block Diffusion (Arriola
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ef_all, P025) introduces a method for generating chunks of text simultaneously to accelerate lan-
guage modeling. We find block-causal diffusion particularly well suited to video modeling since
it can generate whole frames at once. Flex-Forcing (Ma“ef all, P176) uses block-causal diffusion
with variable block sizes, but they only explore block sizes larger than one frame and use it as an
acceleration technique with efficiency—quality trade-offs. We explore block sizes smaller than one
frame and study how spatio-temporal autoregression affects logical consistency.

World modeling. Dh”ef-all (Z015) demonstrate action-conditioned video generation in Atari
games. World models such as Genie 3 (Google DeepMind, 2075) and Cosmos 3 (NVIDIA|, PO76)
have scaled this to richer environments. These models are naturally autoregressive to allow users to
submit actions that affect the generated video stream in real time. Thus, they already support the
serial computation necessary for logical consistency. MIRA (Hiref"all, P076) demonstrates remark-
able physics consistency in the highly dynamic game of Rocket League. Our work explains the role
of serial computation in achieving such high fidelity and shows that video models can achieve strong
physical and logical consistency without a temporally dense action-conditioning signal. World mod-
els may also benefit from a parallel refinement stage.

Frontier coding models such as GPT-6 Astra (OpenAl, P0076) and Claude Fable 5 (Anthropid,
P076) can also reconstruct scenes and run simulations through code and software tools. VDA-
World (O"Mahony et all, P026) and VIGA (Yinefall, P076) construct executable programs to repre-
sent scenes explicitly before rendering them. VLMs supply the required serial computation through
text. We achieve it through autoregressive video generation without relying on human-labeled expert
trajectories.

Evaluating physical consistency. Numerous benchmarks such as Physics-IQ (Mofamed ef all,
2076), PhyWorldBench (Gu_efall, 2026), T2VPhysBench (Guo“ef-all, 2075), and PhyGround (Cin
ef_all, P0076) test whether video models correctly capture physical laws and dynamics. Although
these benchmarks remain unsaturated, their real-world setting and generalization demands make
it difficult to isolate the causes of failure. We study simpler games and simulations, where video
parsing provides quantitative feedback on rule violations and physical error, before scaling up to
more complex datasets.

3 METHOD

3.1 BACKGROUND

We adopt the modern flow-matching (Cipman et all, P00173) formulation of diffusion. Let ¢ denote
a clean target. We corrupt o with Gaussian noise ¢ ~ N(0, I) along a linear path

xp = (1 — t)xg + te, (D

where t = 0 denotes clean data and ¢ = 1 denotes noise. Following JiT (Ci& He, P076), we use x-
prediction with v-loss: the model predicts the clean target Zo = fg (¢, t), while the loss is computed
with mean squared error in velocity space. We integrate the velocity vy = (x; — Zp)/t from ¢t = 1
to t = 0 during sampling.

For video generation, we patchify the video into fubelets: spatial patches of size p;, X p,, spanning
p: consecutive frames. Each tubelet becomes one transformer token. Smaller p; provides finer
temporal granularity at the cost of increased token count, which increases training and inference
times. Inspired by JiT’s use of large image patches, we send the full 3p.ppp.,-dimensional tubelet
through our model. We use a linear bottleneck before projecting to the transformer width.

Token order and block size. When flattening a 3D video token grid into a sequence, we first
define a consistent token order and use 3D RoPE to retain information about the tokens’ spatial and
temporal positions after flattening. See Section Bl for the token order ablation. We then group con-
secutive tokens into K blocks B, ..., B¥~1 of block size b. Tokens within a block share a noise
level during training and are denoised together during inference. Smaller blocks allow more autore-
gressive steps during sampling. When the block size equals the total sequence length, generation
becomes equivalent to full-video bidirectional diffusion.
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Figure 2: Attention patterns across methods and our sampling strategy. (a—c) Attention masks
and noise levels for Bidirectional, cDF, and BC. (d) Serial denoising followed by parallel refinement.
(e) Token order within a temporal slice. (f) Multiple block sizes used by Ours during training.

Attention masks and noise levels. As shown in Figure Da, bidirectional diffusion uses standard
self-attention and one noise level for the entire video. Each video token can attend to all video
tokens during training and the entire sequence is denoised in parallel during inference. As shown in
Figure Db, Diffusion Forcing (Chen'efall, 2074) uses independent noise levels for each block during
training. This enables autoregressive generation because the model learns to denoise each block
using the surrounding partially noised context. We implement a causal version of Diffusion Forcing
Transformer (Song et all, 2075), which we refer to as cDF, to better suit autoregressive generation.
We replace the default self-attention with block-causal attention. Block-causal attention restricts
each block to attend only to itself and preceding blocks. As shown in Figure Dc, block-causal
diffusion (Arriola_ef all, P075), which we refer to as BC, uses two copies of the token sequence:
a context copy with one noise level ¢, and a target copy with independent noise levels t;. We
denote context and target blocks, BX and BY, respectively. Each context block attends to itself and
preceding context blocks. Each target block attends to itself and preceding context blocks, but not
other target blocks. Loss is computed only on the target blocks.

3.2 SAMPLING

S2PD generates blocks autoregressively at high noise before refining the whole video together in
parallel at low noise. As shown in Figure Dd, we define a transition noise level T € [0, 1] to separate
the two phases. By default, we use ten uniformly spaced denoising steps and 7 = 0.6 to allocate
four denoising steps to serial denoising and six to parallel refinement. Let Ny denote the number of
tokens in one temporal slice of the video token grid and NV,, the number of tokens in the full video.
We use a block size b < N for serial denoising and b = N, for parallel refinement.

Serial denoising. We initialize blocks of size b with Gaussian noise and denoise them autoregres-
sively from ¢t = 1 to ¢t = 7. Each block is conditioned on a key—value (KV) cache of previously
generated blocks at noise level 7. We follow the token order shown in Figure De. For ¢cDF and BC,
we always use a block size of Ny and fully denoise each block to t = 0. We re-noise the block
before adding it to the KV cache to mitigate autoregressive drift, using context noise level ¢, = 0.2
as default.
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Parallel refinement. For S2PD, once all blocks reach 7, we treat the full noisy video as a single
block and denoise it from ¢ = 7 to ¢ = 0. Despite using the same number of denoising steps
per token, parallel refinement is much faster than serial denoising because all tokens are batched
together. This amortizes the cost of reading model weights from memory. Sampling is usually
limited by memory bandwidth, not compute.

3.3 TRAINING

S2PD learns to denoise each target block using only the preceding context blocks at noise level
t. as context. Setting {. = 7 would match the context noise level used during training with the
transition noise level used during sampling. By default, we train with ¢, ~ 2/(0,1) to support
different transition noise levels at inference time. We sample the noise level for each target block
ti, from a plateau logit-normal distribution (Black Forest Tabd, P075). This distribution preserves
training coverage at high noise levels.

As shown in Figure Bf, S2PD uses the same token sequence, attention pattern, and noise levels as
block-causal diffusion. The only difference is that we train with multiple block sizes. We mix sam-
ples with different block sizes within the same training batch. Training with the block size mixture
b € {N¢, N, } would support S2PD sampling at a single block size. Weuse b € {4,8,..., Ny, N,;}
to support flexible block sizes. We delay the choice of both block size and transition noise level to
inference time. To support image-to-video generation, we prepend the clean condition-image tokens
to the token sequence. The image tokens are omitted from the attention patterns in Figure O for
clarity.

We implement all four methods—Bidirectional, cDF, BC, and S2PD—with two architectures: DiT-
B and Wan-5B-LoRA. DiT-B is a 132.7M-parameter diffusion transformer (Peebles & Xid, P073)
trained from scratch in pixel space. Wan-5B-LoRA is a pretrained latent-space video diffusion
model adapted using rank-32 LoRA (Hu“efall, P077) with 80.6M trainable parameters in total. In
Wan-5B, we replace the default attention mask with each method’s custom attention pattern and let
the adapters adapt. Since BC and S2PD use double the sequence length during training, we double
the batch size used by Bidirectional and cDF to compensate. This matches training token budgets
and roughly matches total training FLOPs. For more implementation details, see Appendix Al

4 DATASETS

Our dataset collection spans games, simulations and real
video. For simple datasets, we implement video parsing
and symbolic evaluation to detect rule and physics vio-
lations. For more complex datasets, we rely on distri-
butional metrics based on Fréchet distance (Dowson &
LCandau, T9872).

4.1 DATASET COLLECTION

First, we implement Conway’s Game of Life (Gardned,
[970), a zero-player game where a grid of live and dead
cells evolves deterministically. At each step, all cells
update simultaneously according to their neighbors. A
live cell survives if it has two or three live neighbors and
dies otherwise. A dead cell comes to life if it has exactly
three live neighbors. To create our video dataset, we

hold each step for p; frames, aligning state transitions Figure 3: Samples from all datasets.
with token boundaries. Games, simulations, and real video.

Next, we add other discrete datasets like Chess, 2048, 15 Puzzle, Tetris, Snake, and Rubik’s Cube
3D. We animate transitions between states to make the dynamics easier for a video model to learn.
Animations occupy the first p; — 1 frames of each temporal block but are not used during evaluation.
We parse only the settled frame at the end of the state transition. If the game ends early, we overlay
an end-of-game modal and retain it for the rest of the video.
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Then, we add continuous simulations to test physical Table 1: Dataset pool sizes. All videos

dynamics. We implement Double Pendulum, three- are 10 seconds at 24 fps and 256 x 256.
body orbital dynamics, 2D and 3D colliding balls, and -
Pong. Since we evaluate for valid transitions rather than _Dataset Train pool  Val pool
optimal play for games, we either sample random le- Discrete datasets
gal moves or use bots to produce reasonable move se- All ~ 00 ~ 00
quences. For Chess, we downloaded 1M human-played Continuous datasets
chess games from Lichess. All datasets so far are ren- Al ~ o ~ oo
dered on-the-fly during training. Video datasets
Kubric MOVi-A 9,703 250
Lastly, we include datasets with more complex simula- Kubric MOVi-C 9,737 250
tions and real video. These datasets are pre-generated MPMWorlds 9,439 1,017
Rubik’s Cube Real 5,000 512

offline, downloaded with their official splits, or col-
lected ourselves. We use Kubric MOVi-A and MOVi-
C (Greffef-all, 2027) to simulate 3D colliding objects at two different levels of complexity. We
add MPMWorlds (Kovacic & FIlis, D026), which uses 2D material point method simulation with
deformable objects, fluids, and moving obstacles to test dynamics involving deformation and fluid
flow. We collect Rubik’s Cube Real, a dataset containing 30 minutes of real footage of scrambling
and solving a Rubik’s Cube. We divide the footage into non-overlapping training and validation
segments, then extract heavily overlapping 10-second clips within each split.

4.2 VIDEO PARSING AND EVALUATION

For simple datasets, we evaluate generated videos by

. . . . Conway
parsing them into symbolic states and checking whether 60 4
their transitions obey the underlying game rules or phys- 1 —e— Bidirectional
ical dynamics. Discrete datasets evolve through a finite 40 4 —*— Ours

set of transitions on a fixed grid. Since the grid positions
are known ahead of time, we parse their videos through
template matching of their grid cells. Then, we evaluate
each pair independently, checking state validity and the
permitted changes between frames. Persistent invalid 0 f t t f i
states incur repeated penalties. We count invalid tran- 6 1o 20 30 40 30
sitions per rollout as our primary metric. For Rubik’s Training epoch

Invalid transitions
/ rollout

Cube 3D, since the camera pose is unknown, we fit a 3D
cube to the 2D silhouette before parsing the facelet col-
ors. For continuous datasets, we track expected objects

Figure 4: Learning Conway rules. Ours
rapidly learns valid transitions, while the
baseline continues to make errors.

and fit simulation parameters. Then, we account for oc-
clusions and measure deviations from the expected dy-
namics. We report cumulative error as dynamics error
per rollout. We use red diagnostic overlays to localize
the errors we detect and verify each dataset evaluation
procedure manually on generated samples. We invite
the reader to use our project page to do the same. Pars-
ing and tracking failures complicate our evaluation met-
rics. For more details, see Appendix B.

With these metrics, Figure B shows that the bidirectional
baseline never learns to generate valid transitions for
Conway over the course of training. In contrast, our
method rapidly learns the rules and generates videos
with almost no errors. Our video parsing and metrics do not require a pixel-aligned ground-truth
video for evaluation. We evaluate each sample against the underlying rules and dynamics of the sim-
ulator. Figure B shows that our method produces diverse valid continuations from a single image.
However, for video datasets that are too complex to parse reliably, we fall back to using distribu-
tional metrics like FVD. We adopt CD-FVD (Ge“ef-all, 2074) as our primary distributional metric
because it uses a more modern feature extractor and has been shown to have less bias toward per-
frame appearance and greater sensitivity to temporal distortions than FVD. Nonetheless, we also
report FVD in Appendix C2.

Figure 5: One image, multiple continu-
ations. Ours produces multiple plausible
continuations from the same image.
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Table 2: Main comparisons. Serial methods outperform the bidirectional baseline and perform
similarly to each other across all datasets. cDF and BC use block sizes of 64. Ours uses a block size
of 8 for discrete datasets and 64 for continuous and video datasets. Best is marked in blue and worst
is marked in red.

Parallel Serial

Dataset Architecture Metric Bidirectional ~ c¢cDF BC Ours
Discrete datasets
Conway 9.4 0.5 0.0 0.0
Chess 51.0 4.6 6.8 12.3
2048 Invalid transitions 47.9 1.5 14 0.9
Fifteen Puzzle DiT-B A —— 59.1 21.0 7.3 12.7
Tetris rollout 57.2 45 5.3 3.2
Snake 472 1.4 1.4 2.4
Rubik’s Cube 3D 46.1 26.5 31.1 22.0
Continuous datasets
Double Pendulum 73.4 1.2 1.2 1.1
Three Body Dynamics error 59.5 0.4 0.2 0.6
Colliding Balls 2D DiT-B ynamics error 1 5.3 0.0 0.0 0.0
Colliding Balls 3D rollout 6.3 0.1 0.1 0.0
Pong 159.7 0.1 0.2 1.3
Video datasets
Kubric MOVi-A 252.8 168.5 141.2 137.0
Kubric MOVi-C 512.4 376.5 2403 231.7
MPMWorlds Wan-5B-LoRA CD-FVD | 88.7 432 439 425
Rubik’s Cube Real 698.7 70.8 70.9 64.4

Parallel Serial

Bidirectional

e
=
o]
N
ke ke

hd

e iv]
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Figure 6: Qualitative comparisons with the Wan-5B-LoRA architecture. Serial methods perform
similarly and produce more coherent video than the bidirectional baseline on the MPMWorlds and
Rubik’s Cube Real datasets.

5 RESULTS

We train a dedicated model for each dataset and method. As shown in Table D, all serial methods per-
form similarly on discrete and continuous datasets with no clear winner. However, they dramatically
outperform the bidirectional baseline. Figure [ shows still images from video samples generated by
our method and the baseline. Diagnostic overlays highlight errors in red. The baseline frequently
makes invalid chess moves and 2048 transitions. It loses balls in simulations and produces unreal-
istic Pong gameplay. While not perfect, our method, and all serial methods in fact, generate much
more coherent video than the baseline, with the same model size. We show uncurated samples for all
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Figure 7: Spatiotemporal slices expose temporal flickering. Ours and ground truth show clean
vertical lines while cDF and BC show subtle patchy artifacts.

methods in the video gallery on our project page. Serial generation continues to outperform the par-
allel baseline on more complex datasets with a larger architecture. Figure B shows that the standard
configuration of LoRA on Wan-5B generates implausible material deformations on MPMWorlds.
Matched serial counterparts generate much more reasonable continuations and perform much better
on Rubik’s Cube Real.

Sampling efficiency. With the same
block size, Table B shows that S2PD
achieves the lowest CD-FVD at twice
the speed compared to other serial | cDF BC Ours
methods. Table B shows that for .

Block 64 64 64
S2PD, a transition noise level 7 = 0.6 ock size |

is more than twice as fast as 7 = 0.0  Video datasets
across all block sizes. Kubric MOVi-A | 168.5 (13.85) 141.2(13.75) 137.0 (6.85)

Kubric MOVi-C | 376.5 (13.7s) 240.3 (13.8s) 231.7 (6.8 s)
MPMWorlds 432(13.7s) 439(13.65) 425 (695)

Temporal  stability. For Kubric  pypik’s Cube Real | 70.8 (13.85) 709 (13.75) 644 (7.05)
datasets, purely serial generation

shows temporal instability or flicker.

This is best viewed on the project website. Figure @ shows x—t spatiotemporal slices formed by
stacking the horizontal center line of each frame vertically. Our method and ground truth show
clean vertical lines, particularly in the static background, whereas BC and cDF show subtle patchy
artifacts. Our parallel refinement stage lets all blocks reconcile their appearance, smoothing artifacts
and achieving the lowest CD-FVD on all four video datasets.

Table 3: CD-FVD | with Wan-5B-LoRA at block size
64. Sampling times are shown in parentheses.

5.1 ABLATIONS

We vary the transition noise level, block size, and token order to test how the amount and organiza-
tion of serial computation affect generation quality and sampling time. Unless specified otherwise,
all ablations use DiT-B models trained from scratch with block sizes b € {4,8,..., Ny, N,,} and
sampled with a block size b = 8 and a transition noise level 7 = 0.6.

Transition noise level. The transition noise level 7 determines how much denoising is performed
serially before parallel refinement begins. We can vary it at inference time from fully parallel gen-
eration at 7 = 1.0 to fully serial generation at 7 = 0.0. However, 7 = 0.0 is not recommended
because, at this setting, the model is highly susceptible to autoregressive drift. Table B shows that
7 = 0.6 achieves a similar score to 7 = 0.2 while being significantly faster. We use 7 = 0.6 as the
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Table 4: Balancing serial denoising and parallel refinement. Moderate transition noise levels
perform similarly. Small blocks improve performance but increase sampling cost. We report invalid
transitions per rollout | with sampling time in parentheses. Default settings are marked in grey.
| Chess 2048
Blocksize | 64 32 16 8 | 64 32 16 8

fully parallel 1.0 | 52.1(0.1s) 52.1(0.1s) 52.1(0.1s) | 52.1(0.1s) | 48.5(0.1s) 48.5(0.1s) 48.5(0.1s) | 48.5(0.1s)
0.8 ‘ 31.7(1.0s) 283(1.9s) 17.1(3.6s) 153 (6.4s) | 11.4(09s) 83(1.7s) 47(33s) 3.1(545s)

=06 246(1.6s) 246(3.0s) 151(59s) 133(104s) 45(15s) 3.0(29s) 13(57s)  10@©35s)

04 | 240(2.2s) 248(@42s) 151(8.3s) 13.9(134s) | 44(2.1s) 27(40s) 15(7.9s) 1.0(12.7s)

02 | 246(28s) 235(54s) 14.1(10.7s) 13.1(172s) | 43(2.7s) 27(5.1s) 1.6(10.1s) 1.1(16.5s)

fully serial 0.0 | 34.0(3.4s) 32.5(6.5s) 27.1(13.0s) 263 (21.0s) | 63(3.1s) 55(6.1s) 33(12.0s) 2.7(1925s)

Table 5: Block size ablation. Decreasing block size re- Table 6: Token order ablation. Zigzag
duces errors more for discrete datasets than continuous and Hilbert orders offer no consistent ad-
datasets. Training for a specific block size mostly im- vantage over raster order, which we use as

proves discrete datasets. the default.
‘ Pin Flex Pin ‘ Raster Zigzag Hilbert

Block size ‘ 64 64 32 16 8 8 Block size ‘ 8 8 8
Discrete datasets Discrete datasets
Conway 00 00 00 00 00 0.0 Conway 0.0 0.0 0.0
Chess 89 252 244 154 123 10.3 Chess 103 149 118
2048 1.8 44 29 14 09 0.8 2048 0.8 1.3 1.0
Fifteen Puzzle 264 549 48.5 16.8 127 3.4 Fifteen Puzzle 34 2.4 1.6
Tetris 7.0 10.0 96 2.8 32 45 Tetris 4.5 6.3 10.3
Snake 1.5 63 47 3.6 24 2.6 Snake 2.6 2.4 4.1
Rubik’s Cube 3D 36.5 369 31.0 269 220 21.6 Rubik’s Cube 3D 216 212 228
Continuous datasets Continuous datasets
Double Pendulum 1.1 1.1 1.1 1.1 1.1 1.1 Double Pendulum 1.1 1.2 1.2
Three Body 01 06 03 02 03 0.5 Three Body 0.5 0.4 0.7
Colliding Balls 2D 00 00 00 00 00 0.0 CollidingBalls2D 0.0 0.0 0.0
Colliding Balls 3D 0.1 00 00 01 00 0.1 CollidingBalls3D 0.1 0.1 0.1
Pong 02 13 07 04 02 0.1 Pong 0.1 0.2 0.3

default for all our datasets. See Appendix Cl for the full sweep of context noise levels for all serial
methods.

Block size. Table B shows that smaller block sizes reduce errors for discrete datasets. Continuous
datasets seem less sensitive to the choice of block size. We train additional sets of models called
Pin-64 with block sizes b € {64, N, } and Pin-8 with block sizes b € {8, N, }. Focusing training on
a particular block size improves performance for that block size at the cost of flexibility.

Token order. For small block sizes, the token order determines the spatial grouping used by indi-
vidual blocks. We compare Raster, Zigzag, and Hilbert orderings in Table B. Zigzag uses an order
similar to JPEG (Wallace, T99T), and Hilbert uses a 2D Hilbert curve (Hilberi, T8YT) starting in the
top-left corner. More elaborate token orders offer no advantage over Raster, so we use it as default.

6 CONCLUSION

The Serial Scaling Hypothesis (Cinefall, 2076) proved that diffusion models are not very effective at
modeling serial computation. Videos are full of causal dependencies that require serial computation.
Across a collection of games and physical simulations, we demonstrate that scaling training data
does not enable bidirectional diffusion models to model complex video. Across many datasets and
two architectures, we show serial methods outperform the parallel baseline with matched model
sizes and training budgets. We introduce S2PD, a simple extension to block-causal diffusion that
establishes video structure through autoregressive denoising at high noise levels before refining the
details in parallel. This preserves physical and logical consistency from serial computation while
improving sampling efficiency and temporal stability over other serial methods.
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Table 7: Detailed hyperparameters for S2PD with DiT-B and Wan-LoRA-5B. Shared entries

span both columns. Architecture-specific parameters are listed in separate columns.

Setting DiT-B Wan-5B-LoRA
Architecture

Depth, width, heads 12,768, 12 30, 3072, 24
Tubelet size 4 x 32 x 32 pixels 1 x 2 x 2 latents
Objective x-pred v-pred
Trainable parameters 132.7M 80.6M / 5.00B frozen
Bottleneck dimension 128 —

LoRA rank / alpha — 32/32
Training

Loss v-loss

Epochs 100

Steps per epoch 1,000

Batch size 32

LR schedule Cosine, 104 to 1075

Optimizer AdamW

Optimizer parameters £1=0.9, 6o=0.95 S =0.9, B3 =0.999
Weight decay 0 0.01
Gradient-norm clipping 1.0

EMA decay 0.9996

Context noise distribution U(,1)

Target noise distribution
Sequence length
Block sizes

Plateau logit-normal, y = 0.8, 0 = 0.8
64 + 2 x 3,840 = 7,744 tokens
4,8, 16, 32, 64, 3,840

Sampling

Transition noise level 7=0.6

Solver Euler, 10 steps
Block size 8 64

A IMPLEMENTATION DETAILS

Table [ summarizes architectural, training, and sampling hyperparameters for DiT-B and Wan-5B-
LoRA models. For DiT-B, we use pixel-space diffusion with z-prediction and v-loss. For Wan-
5B-LoRA, we use latent-space diffusion with v-prediction and v-loss. Both architectures encode
text prompts with Wan’s frozen UMT5-XXL encoder. We project text token embeddings to the
transformer’s width and feed them into each transformer block via cross-attention. We use a fixed
prompt for each dataset except MPMWorlds. There, we use scene descriptions provided by the
dataset. Training DiT-B takes about 12 hours on a single node with four H100 GPUs. Training
Wan-5B-LoRA takes about 48 hours on four nodes with four HI00 GPUs each. We train for 100
epochs with 1,000 steps per epoch. To standardize training across finite and procedurally generated
datasets, we define one epoch as 1,000 optimizer steps and use batch sizes of 32 or 64, depending on
the method. For finite datasets, we repeat samples to fill epochs. We evaluate EMA checkpoints on
validation splits. For datasets that are simulated on-the-fly, we use dedicated validation seeds that
are distinct from the training seeds.

B DATASET DETAILS

Let s;—1 and s; be consecutive parsed states and V(s;_1) the permitted next states. We define the
transition residual as
min

d(s, st), 2
S€V(si—1) (S St) @

re =

where d measures how far the observed state s; is from a permitted state 3.

Discrete datasets. A transition is invalid when either state breaks the dataset’s state rules or no
permitted move connects them. We report the number of invalid transitions as invalid transitions
per rollout. A move is required between gameplay states. Persistent state errors are charged on
every transition they affect.
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Continuous datasets. We extrapolate each frame from past frames using the simulator’s dynamics
and compare that predicted extrapolation with what we observe in the generated video. For each ob-
ject, let P, ; and Oy ; be its predicted and observed regions at time ¢. Its residual is 1 —IoU(P,, Ot,i)
after a small positional tolerance for parsing error. We average the residual over the source’s objects
and report the sum over frames as dynamics error per rollout. An expected object that is missing
counts as a full residual error for each frame that it is missing.

B.1 PER-DATASET DETAILS

We describe the dataset-specific evaluation rules below. The released code provides the full parsing
procedures and details.

Conway. Each grid must follow from the previous grid under Conway’s rules.

Chess. Each side must have one king, and pawns cannot stand on the first or last rank. We infer the
moving side from the first valid transition, then enforce alternating turns. We infer possible castling
and en-passant rights from the visible board. Moving a pinned piece is illegal. A win modal must
follow a visible checkmate. We accept a draw modal after any valid board without checkmate. An
invalid modal counts as one error when it appears.

2048. Each transition must consist of a horizontal or vertical slide that changes the board, followed
by the appearance of a new 2 or 4 tile in an empty cell.

Fifteen Puzzle. Each board must contain every numbered tile and one blank exactly once. A move
slides a tile adjacent to the blank into that space.

Tetris. The previewed piece must drop vertically into a column and reach its resting position when
the board has no full rows. When the board contains full rows, the next transition must clear them
and shift the rows above downward, leaving the preview unchanged. We allow any rotation of the
dropped piece, and the preview after a drop may show any piece.

Snake. A valid board contains one connected chain from head to tail and one food cell. On each
move, the head advances to a free neighboring cell and the tail moves forward. If the head reaches
food, the snake grows instead, and new food appears in an empty cell. An end-of-game modal is
valid only when the preceding board is valid and the head is trapped.

Rubik’s Cube 3D. We fit a cube to its silhouette and parse the colors of the visible facelets. The
silhouette determines the camera orientation only up to a quarter turn. We therefore test the possible
camera orientations and legal quarter turns, accepting a transition if one combination matches every
facelet visible in both frames. We do not enforce color counts or solvability, and hidden colors
remain unconstrained. The metric thus checks local motion rather than persistent identity through
occlusion.

Colliding Balls 2D. We track balls by color and predict their motion using the simulator’s contact
law, allowing collisions to occur between frames. We penalize new overlaps between balls and new
penetrations of the table rails. Since balls cannot enter or leave the table, each unmatched arrival or
departure incurs one full ball penalty.

Colliding Balls 3D. We estimate the camera pose from the table and apply the 2D checks in table
coordinates. An arrival or departure is not penalized when a nearby visible ball could explain it
through occlusion, or when the arriving or departing ball touches the image border. Each visible ball
can account for at most one arrival and one departure per frame. We exclude balls clipped by the
border from motion scoring and charge a failed table fit once when it begins.

Double Pendulum. We fit rod lengths and the mass ratio once per rollout, then use the pendulum
equations to predict motion. Observed rod lengths must remain close to their rollout medians. Unex-
plained missing bobs incur a full-frame penalty. Only the second bob may leave the image without
penalty. Its last observations must place it near the edge or moving beyond it, and its rod must be
long enough to reach outside the image.

Three Body. We fit gravity once per rollout and predict each body’s motion from the forces exerted
by visible bodies. When recent motion indicates that a body has left the image or become occluded,
we do not penalize its absence until it returns. A body missing from the start is penalized on every
frame in which it is absent.

14



Preprint

Pong. We predict ball motion using the simulator’s wall and paddle collisions. Paddles must remain
on their rails and inside the court. After crossing a goal line, the ball may reappear at the serve
position. Other missing or extra objects incur a penalty on every affected frame.

C ADDITIONAL QUANTITATIVE RESULTS

Table 8: CD-FVD | with Wan-5B-LoRA at block size 64. BC and cDF vary the re-noising used
to resist autoregressive drift and Ours varies the transition noise level.

| BC cDF Ours

‘ 0.0 0.2 0.4 0.6 0.8 ‘ 0.0 0.2 0.4 0.6 0.8 ‘ 0.0 0.2 0.4 0.6 0.8
Kubric MOVi-A 176.1 1412 1538 182.6 278.7 366.2 168.5 1658 1755 240.0 | 162.1 1446 139.2 137.0 137.7
Kubric MOVi-C 265.5 2403 286.8 469.9 913.0 | 13539 376.5 3454 4541 8949 | 3199 2504 227.0 231.7 2713
MPMWorlds 482 439 490 633 1155 101.1 432 473 588 955 50.6 418 42.1 42.5 43.1
Rubik’s Cube Real 69.4 70.9 68.2 68.3 66.9 96.2 70.8 71.9 71.8 74.9 68.6 66.6 65.6 644 65.0

Table 9: FVD | with Wan-5B-LoRA at block size 64. BC and cDF vary the re-noising used to
resist autoregressive drift and Ours varies the transition noise level.

| BC ¢DF Ours

‘ 0.0 0.2 0.4 0.6 0.8 ‘ 0.0 0.2 0.4 0.6 0.8 ‘ 0.0 0.2 0.4 0.6 0.8
Kubric MOVi-A 241.0 186.1 2104 2022 234.0 582.1 2493 2427 2662 2547 | 221.3 176.0 181.0 1622 171.1
Kubric MOVi-C 264.7 2426 212.6 236.8 311.1 | 11153 302.7 231.1 2559 3332|2893 228.1 199.0 1862 214.1
MPMWorlds 35.7 32.0 333 40.0 56.1 141.8 332 32.6 37.8 49.9 43.6 329 311 332 333
Rubik’s Cube Real | 105.8 100.3 95.2 91.6 89.6 1219 95.5 94.2 90.8 904 | 1106 102.3 102.8 1004 99.6

C.1 CONTEXT NOISE LEVEL

All autoregressive diffusion methods require re-noising of generated outputs to mitigate autoregres-
sive drift. We sweep the context noise level . for BC and cDF and the transition noise level 7 for
S2PD from 0.0 to 1.0 in increments of 0.2, with matched block sizes. Table B shows that ¢, = 0.2
works best for BC and ¢cDF and 7 = 0.6 works best for S2PD. S2PD achieves the lowest score

across all methods.

C.2 FVD

Table B reports FVD scores, which broadly agree with the CD-FVD scores. S2PD achieves the low-
est FVD on both Kubric datasets and the MPMWorlds dataset. However, cDF and BC outperform
our method on the Rubik’s Cube Real dataset. We attribute this to the limited diversity of the real-
world dataset. For both FVD and CD-FVD, we exclude the condition image and compare features
from temporally subsampled 16-frame windows.

C.3 MPMWORLDS

We obtained the MPMWorlds dataset from
its authors (Kovacic & FElnis, P076). We re-
time all video from 30 fps to 24 fps with-
out dropping frames. Their evaluation code
was not available at the time of our experi-
ments, so we could not run their exact met-
rics. However, we implemented our own ver-
sions of the metrics based on their paper. Ta-
ble [ reports these metrics for all four of our
methods. These metrics assess foreground
overlap, object collapse, motion, color, and
temporal consistency. Unfortunately, these
metrics depend strongly on pixel-wise align-
ment with the ground-truth reference video.

Table 10: Reimplemented MPMWorlds met-
rics. Unofficial metrics implemented based on the

paper.
Parallel Serial
Metric Bidirectional cDF BC Ours
Foreground mloU 71 0.47 0.45 0.45 0.45
Object collapse | 0.80 0.72 0.71 0.70
Motion-activity error | 0.37 0.34 0.33 0.34
Color total variation | 0.38 0.31 0.30 0.30
Temporal anomaly | 0.07 0.10 0.12 0.10
Mean composite error |, 0.43 0.40 0.40 0.40

We used a short text description rather than code conditioning to keep the setup consistent with the
other datasets. Generated samples are not expected to match their corresponding ground truth videos
exactly. This is especially true for MPMWorlds as physical parameters such as rigidity and viscosity
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cannot be inferred from the initial image alone, yet significantly affect how the scene will evolve.
This ambiguity renders these metrics useless to us, but strong code conditioning is an interesting
direction for future work.

D ADDITIONAL QUALITATIVE RESULTS

Here we show frames from videos generated by our method and the bidirectional baseline for each
dataset. In Figure B, the x axis shows step count for each game. Each step spans four frames at 24
frames per second, so steps 0—8 show selected frames from the first 1.33 seconds of each 10-second
sample. We exclude intermediate animation frames and show consecutive settled states—the same
states parsed for evaluation. Figures B and [0 show one frame per second for the first eight seconds
of each 10-second sample. The first frame of each row is the conditioning image.
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Figure 8: Discrete datasets. Qualitative comparison on Conway, Chess, 2048, Fifteen Puzzle,
Tetris, Snake, and Rubik’s Cube 3D. For each dataset, the top row shows Bidirectional and the
bottom row shows Ours. We show select frames from the ten-second video samples.
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Figure 9: Continuous datasets. Qualitative comparison on Double Pendulum, Three Body, Collid-
ing Balls 2D, Colliding Balls 3D, and Pong. For each dataset, the top row shows Bidirectional and
the bottom row shows Ours. We show select frames from the ten-second video samples.
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Figure 10: Video datasets. Qualitative comparison on Kubric MOVi-A, Kubric MOVi-C, MPM-
Worlds, and Rubik’s Cube Real. For each dataset, the top row shows Bidirectional and the bottom
row shows Ours. We show select frames from the ten-second video samples.
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